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Abstract—Statistical analysis is typically used to reduce the di-
mensionality of and infer meaning from data. A key challenge of
any statistical analysis package aimed at large-scale, distributed
data is to address the orthogonal issues of parallel scalability and
numerical stability. Many statistical techniques, e.g., descriptive
statistics or principal component analysis, are based on moments
and co-moments and, using robust online update formulas, can
be computed in an embarrassingly parallel manner, amenable to
a map-reduce style implementation. In this paper we focus on
contingency tables, through which numerous derived statistics
such as joint and marginal probability, point-wise mutual infor-
mation, information entropy, and %2 independence statistics can
be directly obtained. However, contingency tables can become
large as data size increases, requiring a correspondingly large
amount of communication between processors. This potential
increase in communication prevents optimal parallel speed-
up and is the main difference with moment-based statistics
(which we discussed in [1]) where the amount of inter-processor
communication is independent of data size. Here we present the
design trade-offs which we made to implement the computation
of contingency tables in parallel. We also study the parallel speed-
up and scalability properties of our open source implementation.
In particular, we observe optimal speed-up and scalability when
the contingency statistics are used in their appropriate context,
namely, when the data input is not quasi-diffuse.

I. INTRODUCTION

Statistical analysis techniques are used throughout a vari
of scientibc and engineering applications to interpret ary
reduce the dimensionality of observational data. As data s é
continue to grow to peta- and exa-scale sizes and beyond, smra—
dard serial algorithms are becoming impractical. To addre,
this problem we have designed and built a parallel statistic

analysis framework within the Visualization Tool Ki¥TK [2],
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Fig. 1. The 4 phases of statistical modeling and their interactions with in
observations and models. When a phase is not requested, it is eliminate
connecting input to output ports.

and updated to assemble a global model. All other phases
always be computed in an embarrassingly parallel fashi
The Learn phases of most of the currently implement
statistical algorithms demonstrate optimal parallel speed
and scalability, as they rely on a small number of statist
to be exchanged and updated, such as in the aforementi
descriptive statistics case. In [1], we have shown how
perform these updates in a numerically stable, yet single-p
way, for all statistics algorithms which make use of momel
and co-moments.

In this paper, we study the case of statistics that r
on contingency tables, which are one of the few statisti
methods for analyzing nominal data B data without a dista

dtric D as opposed to cardinal or ordinal data where st
ncept of distance is available. The computing of continge!
Bles, by nature, can result in the communication of tak
t are as large as the original input data itself. The resull
orithm thus demonstrates a spectrum of scalability ¢
eed up properties depending on the level of diffusen
observed in the input data.

[3]). These statistical algorithms have four phases: Learn,
Derive, Assess, and Test which can be seen as a generalizatiohne rest of this paper is outlined as follows: In Section Il v
of the map-reduce pattern [4]. The phases are executegdjpcuss related work. A refresher on contingency tables .
order as shown in Figure 1 and are discussed in detail their relation to pointwise mutual information and informatic
Section IV. By construction, the Learn phase is the Ong;tropy are discussed in Section Ill. In Section IV we disct
one requiring interprocess communication; for instance, in tHae implementation of these algorithms within our existit
case of descriptive statistics, cardinality, extremal values, api@tistical framework invTK, and begin to discuss some ¢

centered aggregates up to the fourth order must be exchanf&limitations and trade-offs that are made when comput
contingency tables in parallel. In Section V a scalabili
This work was supported by th@vIS project and the Laboratory Directed Study is performed in which we expound upon the speed

Research and Development program at Sandia National Laboratories. Sa“‘ﬁ?r'éperties of this algorithm and present a veribcation of
a multiprogram laboratory operated by Sandia Corporation, a Lockheed Marti

in . .
Company, for the United States Department of EnergyOs National Nuclggtrre?tness of (_)ur resglts. Fma"y' conclusions and future w
Security Administration under Contract DE-AC04-94AL85000. are discussed in Section VI.



II. RELATED WORK

As data sets have grown in size, there has been an anal
gous increase in the number of efforts underway to develoj
robust, parallel statistics algorithms. Centered moments an
co-moments are the building blocks of many algorithms anc
single-pass update formulas for moments have been inve:(OH),
tigated for some time. In the early 19600s [5] develope:

a single-pass algorithm for the computation of variance. A
more general set of pairwise update formulas for variance
was introduced in [6]. The formulas for third- and fourth-order
moments, which are needed to calculate skewness and kurtos
of the data set, were derived by [7]. In [1], we presented
numerically stable, single-pass update formulas for arbitrar
centered statistical moments and co-moments. Other worl
including that of [8], has explored how theoretical models

. . . . log10(count), -1=no value
of parallel computing are applied to the design, analysis
and application of algorithms for solving statistical problems. # ‘ h7
Parallel applications discussed in [8] include predictive model- Time: 0 (CO);
ing, adaptive design, data mining, econometrics, and Bayesian
Computation. Fig. 2. A set of 6 two-way contingency tables marginalized from

In addition to theoretical results. a number of both Cc)rﬁ_ingle 4-way contingency table, taken from simulated combustion of a lif
’ ethylene jet. Plots in each row have amxis showing concentrations of the

mercial and open source software packages provide statistig@mical species to the left and plots in each column haweeis showing

tools and algorithms, however a majority of these are serial gancentrations of the species to the top. Color is used to indicate the nut

nature. On the commercial side companies like MathWOI’Rgtimes each set of concentrations were observed simultaneously at one
: . o T . I the simulation domain. Only 4 of the 21 different species concentratit

and SAS provide statistical analysis software with parallghcked were used to build the 4-way table. Thanks to Drs. Jacqueline C

support for a subset of algorithms, however these solutiofisun Sang Yoo, and Ray Grout for the data.

can be bnancially cost prohibitive. TReproject for statistical

computing [9] is one of the more well known open source

statistical analysis packages. An overview of the techniqués Contingency Tables

for parallel computing withR is provided in [10]. This Definition IIl.1. A two-way contingency table is a tabular
technical report reviews sixteen different packages aimed r@presentation of categorical data, which shows counts or
providing parallel support foR and provides comparisonsquencies for particular combinations of values of two discr
of their state of development, the parallel technology use&ndom variable; andX,. Each cell in the table represent
usability, acceptance, and performance. BecaRiggrovides a mutually exclusive pair ofX1,X>) realization.
a broad set of analysis capabilities that were not necessarily ) ) ) ) )
implemented with paralallel scalability in mind, only a subset I" this article as well as in the implementation of col
of algorithms have been fully parallelized. The remaindd{ngency statistics invTk, we make use of counts and nc
of the efforts described in [10] provide access to parall@f frequencies, as input data tables comprise realizations
computing resources from withik that can be used manually@r€ directly amenable to occurrence counting. Figure 2 is
by developers writing scripts iR. In [1] a new statistics frame- €x@mple of several two-way contingency tables taken fror
work is introduced, built invTK [2], [3], and designed from turbulent c_ombustlon smulaﬂon. 'I_'heandy axes represent
the start with parallel scalability in mind. The contingencgoncentrations of chemical species and the color of e
and information statististics algorithms described in this papg#!l indicates the number of simulation points that match |
have been integrated into this framework; it has been sho@ancentrations at the grid locatign, y).
that such algorithms are useful in a number of scientibc PelRlgnark 1ll.1. The concept of a contingency table is extend
to determine causal relationships between observed data (&1 straightforward fashion far random variable$X;)1<i<,
[11], [12]). to n-way contingency tables, where counts for each mutuall
exclusive pair of(Xy,...,X,) realization are stored. This it
[1l. CONTINGENCY AND INFORMATION STATISTICS what will be meant hereafter byontingency tables.
In this section, we present a brief refresher on contingenfly Joint and Marginal Distributions
statistics, and their relationship to conditional probabilitie®efinition IIL.2. A joint frequency distribution for the pair
pointwise mutual information, and information entropy. AX,Y) can be obtained from the contingency table of the
series of examples that illustrate each of these conceptsvi® variables by normalizing the table by its sample size (a
included in the Appendix to this paper. called thegrand total). This can be interpreted as ampirical



Jjoint probability distribution for the pair(X,Y) which, in turn,

variable which can only take on a single value, with probabil

can be marginalized with respect to either of the randoin has a zero information entropy. The notion of informati

variables. The marginal distribution &f is:
px(® =Y pxy(xy)
yeY (o)

whereY (®) denotes the set of all outcomesiafThe formula
for py is obtained by switchingl andY.

In general, any:-way joint probability distribution may be
marginalized tq’}) differentd-way marginal distributions. For

entropy is extended to conditional probability as follows:

Definition IIL6. The conditional information entropy of a
discrete random variablg given a discrete random variabl
X is debned as:

HY|X) = Y yoPXxWHY|X = x)

which, when combined with (l11.1), amounts to:

example, Figure 2 shows the 6 possible 2-way marginalizations H(Y|X)= =} 4 ) ey Px.y (1:9)10g, pyx (¥12),

of a 4-way contingency table, applied to the case of simulat

combustion of a lifted ethylene jet.

C. Conditional Probabilities

Definition IIL.3. Given two random variableX andY, the
conditional probability of y given x is the probability of a
realizationy of Y given the occurrence of a realizatianof
X, and is

_ pX,Y(x7y)

prix(vx) == W’

SVOJth the same notations as previously used throughout

section.

In everything that follows, we will usé = e, which ap-
pears to be the most commonly used convention to expi
information entropies.

IV. PARALLEL STATISTICAL FRAMEWORK

We have added contigency and information statist
to our open source library of parallel statistical engin

provided px (x) # 0, and is undePned otherwise. The formuigvailable in VTK, more precisely in the class calle

for py)y is obtained by switching{ and Y. Therefore, the

vtkContingencyStatistics

knowledge of the joint (and, as a result, marginal) probability - ssusistics Algorithm Options
distributions ofX andY is all that is needed to calculate the

conditional probabilities oX|Y andY|X.

D. Pointwise Mutual Information

As explained in [1], it has been our experience that me
types of statistical analysis can be decomposed into f
distinct phases which form an interesting design pattern [13

Pointwise mutual information is a measure of associatiof'® Prst two phases, Learn and Derive, are essentiall

between realizations of discrete random variables.

Definition IIL.4. The pointwise mutual information of a real-
ization (x,y) of a pair of discrete random variabléX,Y) is
debned as:

Px.y) (x,)

pmilr) =109 e ()

special case of the map-reduce pattern [4], which allows
the processing of large data sets in parallel. Within the m
reduce framework, the map function processes key/value
in parallel, generating a set of intermediate key/value pa
All intermediate values associated with same intermedi
key are merged by the reduce function to compute the E
solution of interest. In the algorithms we have previous

where py, py, and p(x yy respectively denote the probabilitydiscussed, it is not necessary to communicate the keys s
density functions oX, Y, and(X,Y), for all possible outcomes there are a bxed number of them, they are identical aci
of X andY, and setting pmi to-- when the joint probability all processes, and they may be ordered uniquely so sen
vanishes. values alone is unambiguous. However, for contingency tat
an arbitrary number of key-value pairs must be communica

Note that if X and ¥ are independent, then the pomtwseand different keys may be present on each process. The A<

gwou;:arllc;?formatmn vanishes everywhere the joint probablht.eghase i _effectively a sgcond map operation and the Test p
' is essentially an extension of the Derive phase. We have che
E. Information Entropy to keep the Test phase separate from the Derive phase as
Definition IIL.5. Theinformation entropy of a discrete random tends to .be more computationally intensive an_d .(ii.) it rests
variableX is debned as: assumptions which are not accepted by all statisticians, nar
signibcance testing. These options, which can (but need

H(X) = =Y x(yPx ()10, px(2),

be performed on a single set of observations follow a bx
wherepy is the probability density function of andb is the order sequence which we will now describe in detail.
base of the logarithm; in particular, whén= 2 (resp.b = e,

1) Learn: Calculate a primary statistical model from a
b = 10), the unit of information entropy is thigr (resp.nat, input data set. By OprimaryO, we mean the minimal re
digit).

(In.1)

sentation of the desired model, that contains only primi
statistics. In the case of contingency statistics, the prim

Information entropy is used as a measure of the uncertaimbpdel is the contingency table. This stage involves a reduc
associated with a random variable. For instance, a randamperation across processes participating in the run. In te



Process 0 Process 1 Process 2

perform (for N processes)log,N| pairwise exchanges

a,cd.c, ccbecce, b,b,d,b,a,

dae checec bbaba  fowobsenatons R of contingency table subsets. First, process pairs wo

sede bee b count opservations § exchange the keys of their previous stageOs results

2221 274 361 e ey table the process-local contingency table at stage 0) and €

e . would sort the results eliminating duplicates. One proct

ubge <------" . Union all keys in the pair would send values for the Prst half of tt

abcde keys and the other process in the pair would send val

abcde Sum values for for the second half. Different pairs of processes wol

rEne each key exchange subsets at each stage. This operation Woltljld

58335 with each process in possession of approximately

SR _ o - Glopal contingency of the global contingency table. A bnal stage where e:

B “‘\v \V process broadcasts its portion would leave all proces

aeeas heas with the global contingency table. This may seem mc

efbcient at brst glance but when few keys are sha

505893500 $(58935=80 T58935=30  goereerions etc. ,? between processes exchanging subsets, the amour

'E‘- communication increases substantially. In the worst ce

abcde3? ab.cde0 ab,cde30 Global contingency | where no keys are shared between any processes,

58233 8033 s ;Z:]t:::etoptlelljlsc?:;?sl?zltc, amounts to the réve implementation. Regardless of tl

implementation, all processes are left with the glot

221 New raw observations E contingency table so that assessments of different ¢
brobability of E than was used fpr Lea.rn. is pos;ible. '

observations from | « Partial-reduce. Finally, it is possible to perform a partia

§?;E!:;ﬁly reduction where each process is left with the subset of

distribution global contingency table for which its Learn phase h

aloaen. Rssessed observations. A rave implementation might have evel

€ (0633), process send its entire process-local contingency tabl
a single master process. The master process would

counts of observations over all of these tables, repli
Fig. 3. A s_implibed (univariate) exgmple illustrating the Learn, Der_ive,_ and  egch value in the key-value pairs it was sent with t
Assess options of the parallel contingency statistics engine with distributed .
data computation of a contingency table; dashed red arrows indicate inter- proper global value for the key, and send the modiF
process communication. In terms of the map-reduce pattern, keys are the raw process-local tables back to the originating process ali
observations (represented by letters a, b, ¢, d, e) and values are the number yith the total number of observations across all keys. T
of observations. would allow each process to assess the global probab
of encountering observations it used to create the proci
local contingency table, but not the global probabili
of observations encountered only by other process
Thus assessing different data than the input to the Le
phase would be impossible. However, this technique |
the smallest worst-case communication cost of all 1
o Full-reduce+broadcast. All key-value pairs are sent to a reduction operations.
single process which creates a global contingency table by ) , o
summing the number of observations of each entry from 2) Derive: Calculate derived statistics model from tt
all identical keys in the process-local contingency tableBlimary model. By OderivedO, we mean the complete re
The single process then broadcasts the resulting gloS&ntation of the desired model, that contains both prim
contingency table. Because each process is left with tRBd derived statistics. In the case of contingency statist
global contingency table, assessments of new data ¢ following derived statistics are calculated from the r:
included in the Learn phase is possible. This is the scheff@del: joint, conditional, and marginal distributions, pointwit
implemented in our framework and is illustrated with &utual information, and information entropies. This pha
simple (univariate) example in Figure 3. is embarragsmgly paraIIeI., not mvolymg any mter-proce
All-reduce. In this scheme, all processes take part ifommunication. Even so, it can be viewed as a continual
the reduction operation instead of a single process. ¢ the reduction operation in a map-reduce scheme since
nabve implementation might have each process send dgrived output is a reduced model of the initial data set.

entire process-local contingency table to every other3) Assess: Given a statistical model B from the same
process and let all processes sum observation counts. Tdni®ther data set B mark each datum of a given data se
would clearly involve many times the network trafbc ofhe case of contingency statistics, each datum is marked \
the previous approach. A better implementation woul@r mapped to, in the map-reduce parlance) its joint and c

of the map-reduce pattern, keys are tuples of observed data
(e.g., (port,protocol) pairs) and values are the number of

observations. There are several ways in which the reduction
can take place:



ditional probabilities, as well as its corresponding pointwise V. RESULTS

mutual information. This phase also is embarrassingly parallel, ) )
not involving any inter-process communication. e now present the results of a series of tests with 1
implementation of the parallel contingency statistics algorith

4) Test: Perform a statistical test based on some StatiSti{?kaContingencyStatistics conducted on one computa
of a data set. Typically, this will take the form of calculating;, ) cluster at Sandia National Laboratories. It is beyond
at least one tgst statistic ?‘”‘?‘ the corresponginglue. l,n t'he scope of this to provide programming details regarding the 1
case of contingency statistics, the Peargdntest statistics, harness itself, however the interested reader can bnd the

with and without Yates correction [14], are calculated along, ,..e used as a basis for these tests in the program call
with their corresponding-values. Note that with the current

implementation, the retrieval of thevalues relies on theTK TestRandomPContingencyStatisticsMPI.cxx

to R interface, and thus on the availability Bfon the system _ . . .
being used. This alone justipes the keeping of Test separ @Ch can be found in thbfTK/Infows/Testlng./Cxx/ sub-
irectory of VTK. For additional usage details, the reader

from Derive, irrespective of performance concerns abeut . , ) .
itself. But in any event, this option amounts to an extensidj"/t€d 10 refer to theV7K User’s Guide [3], specibcally =8.6
of Derive and is thus embarrassingly parallel as well. Statistics”), pp. 192D198. , _
Several parallel runs have been executed on Sandia Nati
Laboratories@atalyst computational cluster, which com
prises 120 dual B6GHz Pentium Xeon compute nodes wit
B. Farallelism 2GB of memory each. This cluster has a Gigabit Ethernet
network for job launch, I/O to storage, and user interacti
The purpose of decomposing our algorithms into fougith jobs, and a 4X InPniband fabric high-speed network usi
options is twofold: parallel efbciency and replication of thg \oltaire 9288 InbniBand switch. Its operating system ha
typical statistical analysis process. In our approach, intarfmux 2.6.17.11 kernel, and its batch scheduling system is t
process communication and updates are performed only #RQUE resource manager [17].
primary statistics. The parallel update of the contingency tableste decision of whether a single process should be assic
must happen in the Learn phase only; the other phases OffYeach CPU or each node (which may have multiple CP!
involve direct (i.e., with no updates needed) derivations of the |eft to the scheduler. On our system, the default behavi
secondary statistics from the primary ones. The calculatiofsi tilize the smallest number of nodes and thus to use -
to obtain derived statistics from primary statistics are typicallyrocesses per node. All reported results here were done -
fast and simple and need only be calculated once, withqyly processes per node, with the exceptions of the sin
communication, upon completion of all parallel updates Qfigcess runs and one two-process run (marked with &) wt
primary variables. Data to be assessed is assumed 10f§€an unexplained reason always failed when executed v
distributed in parallel across all processes participating fyth processes on the same node.
the computation, thus no communication is required as each\ote that the code itself as well at its test harness are &
process assesses its own resident data. and tested nightly on several parallel systems (more tha
Phase descriptions of several other algorithms in our sigozen at the time of writing), with different operating ar
tistical framework are described in [1], [15], [16]. Withinscheduling systems. The results of these nightly experime
each of these other algorithms the cost of the (parallelje reported at theTK Dashboard:
reduction operation required at the end of the Learn phase
is negligible compared to the cost of serial processing, A&P://www.cdash.org/CDash/index.php?project=VTK

only minuscule amounts of data need be exchanged betw%?,na” machines which build botfParallel and Infovis
processes. As a result, these algorithms show near optiggabciories ofvTK.

scalability and speed-up properties. However, in contrast with

these algorithms, the computatlon of contingency tables f&n fParallel Speed-Up and Scalability

parallel does not necessarily scale, because the amount o

data to be exchanged and updated at the end of the Learin order to assess speed-up independently of the Ic
phase is dependant on the input data. Rather than requiringaéancing scheme, a series of (pseudo-) randomly-gener
constant amount of communication, the amount of informatiaamples is used. Since our objective is to assess the scala
to be shared can be as large as the data set itself whenofidhe parallel statistics engines only, equally-sized slabs
collisions occur. This is a serious limitation which, alonegata are created by each process in order to work with perfe
shows that the algorithm by nature is not embarrassinglyad-balanced cases. For the same reason, the amoul
parallel and is likely to not exhibit optimal scalability andime needed to create the input data table is excluded fi
speed-up properties. However, it should be noted that when the analysis. In this testtkPContingencyStatistics , with
number of possible outcomes for each variable remains smiadlarn, Derive, and Assess modes on, is executed on this
relative to the cardinality of the data, then near optimal lineaf columns, and various clock times are reported, although
scalability and speed up is observed, as seen in Section Vhereafter only report the wall clock time for brevity.



With this synthetic test case, we assess relative speed-upGaussian draw fall outside tHe 3c,306]? square is only

constant total work), and scalability of the rate of computation

(at constant work per processor).

TABLE |
RELATIVE SPEED-UP (AT CONSTANT TOTAL WORK), WITH A TOTAL
SAMPLE SIZE OFN = 25,600 000DOUBLES.

N/p p c=5 o= 50 o= 200
(sec. ISn(p)) (sec. ISn(p)) (sec. ISn(p))
25,600,000 1 459 /.00 700 / 100 925/ 100
12,800,000 2 234 /.96 362 /194 498 / 186*
6,400,000 4 120 /.83 185/ 379 288/ 321
3,200,000 8 50.3/.74 95.0 / 738 181 /511
1,600,000 16 30.2/18 53.1/132 132/ 700
800,000 32 15.1/ 3@ 325/ 216 111/ 833
400,000 64 7.94 /58 24.4 | 287 110/ 841
200,000 128 4.42 1104 25.0/ 28 112/ 826
128 —T - T T
Theoretical optimal sp(lee(_ngj R
6ar ' 80 1
32 1
S /
& 161 :
g /
g gL o Y " NE—
& e
4+ //// -
//A/
2+ //// -
1 | | | | | |
1 2 4 8 16 32 64 12
Number of Processorsp
Fig. 4.

N = 25,600,000 doubles.

1) Relative Speed-Up: Given a problem of sizeV (as

1- i/% 24" ~ 0.00539
ﬁ 0 e ~~ .

With the chosen set of standard deviations, the obser
contingency tables have sizes of order, 10, and 16,
respectively. The overall speedup therefore strongly depe
on the contingency table size, and hencesoffor the parallel
communication costs for these tables are vastly different. N
that the numbers of processgesvere chosen to be increasin
powers of 2, for convenience only: making use of other vall
did not modify speed-up results.

The wall clock times obtained aratalyst are provided in
Table | and plotted in Figure 4. We observe that witk 5,
the ensuing local contingency tables are small enough -
the cost of the parallel updates is negligible to the point tl
the algorithm becomes, effectively, embarrassingly paral
the measured relative speed-up is almost optimal (within £
which may also be due in part to operating system overh
unrelated to the algorithm itself). This remains true un
the decreasing amount of work per processor results i
situation where the contribution of updates and overhead
while small in absolute terms B become noticeable rela
to the computation time. Witks = 5 and N = 1,000,000,
this trends begins to slightly appear wigh= 64, and fur-
ther with p = 128, where the speed-up slightly degrades
about 104 (as opposed to a theoretical optimum of 128).
some point, the decreasing amount of work per proces
will ultimately result in a situation where communicatio
will dominate computational work, but witls = 5 this is
not observed, as speed-up continues beyond 128 proce
However, with larger values of the standard deviation, &
thus with much larger contingency tables to be exchan

Relative Speed—up at constant total work with a total data size Bbtween processesy th|s trend beg|ns to occur much eal

specibcally, with 16 or more processes wher 50, and
as early as with 2 processes wher= 200. Moreover, past
64 and 32 processes respectively, parallel speed-up is

measured in our case by sample size), the wall clock tiig,ger achieved: the Amdanhl limit is reached:; and speed-dc

measured to complete the work withprocessors is denoted

Tn(p). Then, relative speed-up with processors is

Tv(1)
In(p)
Optimal (linear) speedup is attained withprocessors when

Sy(p) = p and, therefore, relative speed-up resultsSipmay
be visually inspected by plottingy versus the number of

Sn(p) =

processors: optimal speed-up is revealed by a line, the angle

bisector of the brst quadrant.

In order to assess relative speed-up, we use a test case that

comprises 2 pseudo-random samples of size 1,000,000,

generated by rounding 2 independent standard normal vari-

ables with the same standard deviation- O to the nearest
integer. The values af are chosen with increasing values of
{5,50,200} in order to yield contingency tables with varying

sizes, for the probability that any outcome of a bivariate

eventually occurs. Theoretically, one could continue increas
G until no parallel speed-up can be achieved at all, effectiv
turning the algorithm into a serial implementation.

From this we can draw two important conclusions:

(i) This algorithm works well when the number of possib
outcomes for each variable remains small relative
the cardinality of the data, i.e., when the type of d
is genuinely categorical and not quasi-continuous. T
was to be expected, for contingency and informati
statistics are primarily intended for categorical data, r
for continuous measurements.

Not all algorithms arex priori amenable to map-reduci
implementations. As this example clearly shows, sol
algorithms can behave in an embarrassingly para

(ii)

manner, in a completely coupled, intrinsically seri
manner, or anything in between depending solely on
value of a single input parameter. One should theref



think in terms of a continuum of speed-up propertiethe number of processors, where optimal scalability is also

when considering the behavior of an algorithm. indicated by the angle bisector of the brst quadrant.
The rate of computation scalability is now assessed using
TABLE Il the same test case as in @V-Al, however, in order to maintain
RATE OF COMPUTATION SCALABILITY (AT CONSTANT LOAD PER . .
PROCESSOR. a constant work per processor, increasingly large samples are

created: specibcally, each data sets contaifys = np dou-

bles, wheren = 3.2 x 10° and p € {1,2,4,8,16,32 64,128}
respectively denote the number of sample points per processor
and the number of processes.

N(p) p c=5 =50 o= 200
(sec. /R)  (sec./R) (sec./R)

3,200,000 1 57.8/.00 87.9/100 127/ 100 . .
6.400.000 2 58.3/98 91.6/191 152/ 167 . The wall clock t|mes.meqsured oa:afcalyst are given
12.800000 4 59.3/91 935/376 166 /306 in Table Il and plotted in Figure 5. Witls = 5, and thus
25.600,000 8 59.3/.80 950/740 181 /561 a relatively small contingency table, the algorithm exhibits
51,200,000 16 60.3/18 98.3/143 203/ 100 nearly optimal scalability (again within-5% which does not
102,400,000 32 60.7/3® 103/273 have to be entirely attributed to the algorithm itself). With
204,800,000 64 625/5» 113/498 larger values ofs, as the global contingency table grows the
419,600,000 128 63.1/117 128/.87 communication costs become increasingly noticeable. With

6 = 50 one continues to observe parallel scalability past 128
processes, with an overall order of abol®2) However, with
: ‘ : the very large contingency tables generated whben 200,
Theoretical optimal scalability the system is not able to allocate enough memory for the
o4 =200 A communication buffers with more thgn= 16 processes, and
] the execution fails after this point, where an overall order of
about 083 was observed.
These observations conbrm what was already noticed in
] aV-Al. In particular, the failure to scale the rate of com-
putation by lack of memory when the tables are enormous
conbrms that using contingency statistics is not a good choice
when dealing with quasi-continuous data (which, in the context
of RBoating-point representation, amounts to the same as ex-
= 5 | S " P o s tremely large discrete data sets). In this case, either a different
Number of Processors, p analysis tool should be used, or the data should be re-quantized
prior to attempting another contingency statistics analysis. At
Fig. 5. Rate of computation scalability at constant work per processor ahy rate, the key observation here is again that this engine
NMp)/p= 3,200,000. scales optimally when used for what it was intended, and that
its performance degrades as the input data drifts away from
the intended category of data.

128

16 -

Scalability, R(p)

2) Rate of Computation Scalability: The rate of computa-
tion is debned as

_ N
r(p)= W’ B. Algorithm Correctness
whereN(p), the sample size, now varies with the number of /N _order to assess the algorithm correctness of
processorg. We then measure its scalability by normalizing i¥tkPContingencyStatistics , we have examined the
with respect to the rate of computation obtained with a singféatistical models obtained when both Learn and Derive
processor, as follows: options are turned on with a variety of input data sets, both
very small (which could then be veribed point by point) and
R(p) = r(p) _ N(p)TN(l)(l)’ very large.
(1) NIy, (p) In this paper we will not comment on these tests cases
In particular, if the sample size is made to vary in proportiofdividually, but one may view the results of some of those
to the number of processors, i.e. N{p) = pN(1), then tests executed nightly and summarized at the VTK DashBoard
for both serial TestContingencyStatistics and parallel
R(p) = PTv (1) - P (1) - TN(l)(l), TestRandomPContingencyStatisticsMP| test suites. Note
Tovay(P)  PIne(p) Ty (p) that for those cases which are too large for manual veripcation,

and thus, optimal (linear) scalability is also attained with We Verify that:

processors whe®R(p) = p. Note that without linear depen- 1) the calculated grand total is equal to the sum of the
dency betweemw and p, the latter equality no longer implies cardinalities of all input tables,

optimal scalability. Hence, under the above assumptions, scal-

ability can also be visually inspected, with a plot®fversus Lhttp:/Avww.cdash.org/CDash/index.php?project=VTK



2) the overall cumulative distribution function (CDF) sumsliverge from ideal Gaussian inputs as the sample size becc
to 1 on all processes after the parallel updates, and smaller, in relative terms with respect to the standard deviati
3) H(X,Y) > H(X|Y)+ H(Y|X) (andH(X,Y)= H(X|Y)+ Increasing the sample size further improves the agreen

H(Y|X) whenX andY are independent) between theoretical and computed values.
on all processes after the parallel updates have been performed.
In addition, for large, pseudo-randomly generated data sets VI. CONCLUSION AND FUTURE WORK

whose statistical properties are known, we also compare
the calculated information entropid$(X,Y), H(X|Y), and
H(Y|X) with the theoretical values. For example, with th
same test cases as in aV-Al, we have, in theBfX|Y) =

In this work we have discussed the design trade-offs ¢
éimitations encountered when computing contingency tab
in parallel. The scalability of the algorithm is particularl

H(Y|X)= H(X)= H(Y) sinceX andY are independent anddlfbcultto characterize because it can run in an embarrassil

identically distributed. We thus use, as a brst approximaticf?frf‘r""lIeI manner, in a completely serial manner, or anywh

the entropies of the corresponding (but not rounded) normd between, depending on the nature of the input data.

univariate and bivariate distributions: summary, when the input data set does not hav_e many repe
values, contingency tables are not generally suited for analy

H(A (1,6%) = In (c 2ne) a feature which is always true, whether or not one is concer

in distributed data sets. This limiting condition correspon

and exactly to the case where our parallel implementation will r
H(A2(1,X)) = In (2759\/E> scale well.

where u, o, and X respectively denote the mean, standard .

deviation, and covariance matrix of these distributions. Agafh Zfficiency

because of the independence assumption, in our Cage) Overall, the efbciency? of a contingency table can bt
is approximated with a bivariate normal distribution with coestimated after-the-fact by comparing the number of enti
variance matrixo®I,, and thus,/|X| = 2. The corresponding in the global contingency tabl&/. to the number of input
theoretical values fos € {5,50,200} are available in Table Ill, observationsv,:

with 4 signibcant digits.

N,
&~ & =1--—=.
TABLE I global N,
THEORETICAL VERSUS COMPUTED ENTROPIES OB INDEPENDENT,

CENTERED NORMAL DISTRIBUTIONS WITH STANDARD DEVIATIONG, Values near O indicate that data should either be discreti
ROUNDED TO THE NEAREST INTEGERCOMPUTED VALUES ARE FOR : foti :
PSEUDO-RANDOM SAMPLES OF SIZE16,000,000DISTRIBUTED ACROSS4 more Coarsely (lowe”ng the number Of_dIStht observatic

PROCESSES that may be encountered) or that contingency tables shc
be utterly discarded for this particular problem. Values nea
p HX.Y) H(YX) HXY) indicate that the approach is at least computationally efbc

theor.  computed theor.  computed theor.  computed but _data may need to be. discretized less COZ?.I‘SGW (W|’

5 6057 6060 3028 3030 3028 3030 applicable) or the observations may not be contingent on
50 1066 1066 5331 5326 5331 5326 factors that were selected. Unfortunately, the calculation
200 1344 1338 6717 6662 G717 6663 Sglobal Fequires that the global contingency table be compu
in advance, which we have seen may not be possible. An

) ) _ ternative is to computéioca On the process-local contingenc
Relatively large input sets are used£ 16x 10f), in order tables and let

to mitigate the risk of statistical bias due to insufbcient sam-

pling. The t_est cases are distributeq acrpss4 processes f_or & = Eylobal m;\?(@@loca,) .

values ofc in {5,50,200}. A comparison between theoretical <

and computed_values_, aIS(_) with 4 signibcant digits, for ong Software

such test run is provided in Table Ill, and one c&nvisu . o ]

notice an excellent agreement between the computed value¥/e have implemented bivariate contingency tables

and the corresponding theoretical values for the approximatifgiPContingencyStatistics  in our open-source paralle

continuous random variables. statistical framework withirnvTK. Future work includes com-
It is also interesting to notice that, as increases, the puting contingency statistics _tools on topological fe_atun

discrepancies between theoretical and computed values §itracted from large scale simulation data, computing

crease as well. This is because the input data sets increasifiyy contingency tables in addition to bivariate contingen
tables, and exploring other ways to measure and improve
2Although to be fully rigorous in the case of continuous random variablefPciency of contingency tables for large and high-dimensio

we should speak of theififferential entropy, whereas the information entropy qata. Additionally we will continue to develop and impleme
as we have debned it in alll-E is limited to the case of discrete rando ’

variables. The differential entropy of a random variable with RDE debned S{her. par?-"el StatiStiC_S ?—lgorithms in an effort to expand 1
as — [g p(x) logp(x) dx. functionality of our existing framework.
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of contingency tables to compute joint and marginal distribu-

tions, pointwise mutual information, and information entropy.

Consider a sample of 21 observations of network trafbc acros§able VI presents conditional probabilities for the prici

an interface, characterized in terms of (port,protocol) pairs, amd prtprtcl conditionings, and Table VIl shows the pointwise
breviated in(prt, prtcl), as listed in Table IV. This sample canmutual information of theg(prt, prtcl) pair. First, one readily
be summarized by the means of a two-way contingency tabimtices thappcprt €ssentially summarizes the fact that, when
Consider Table V which presents the computed contingethe port is known, then so is the protocol, with the exception



TABLE VI
POINTWISE MUTUAL INFORMATION FOR THE (PORT,PROTOCOL) PAIR.

pmi(prt,pric) [ HTTP  FTP  SMTP

20 —oo 126 —o
25 —oo —oo 1.26
80 0.714 —oo —0.827
122 —oo 126 —oo
1122 0847 —oo —oo
8080 0847 —oo —oo

of port 80. This is useful because, amongst the four afor%

mentioned events with the lowest joint probability.q@76),
there is something fundamentally different ab¢s®, SMTP).
On the other handppyqcpt does not distinguish between

Pprtiprict @Nd ppreiprt: Note that pm(i80,SMTP) ~ —0.827,
whereas all of the three other low-probability pairs,
(122 FTP), (1122HTTP) and (808QHTTP), have a positive
pointwise mutual information. This indicates that there is
a weak association between port 80 and protocol SMTP,
relative to the association between port 80 and protocol HTTP.
However, for the rarely occurring ports (122, 1122, and
8080), there are not enough observations for us to conclude
much about their regular associations. So, used as a classiber,
pointwise mutual information pinpoints that there is something
fundamentally different between ti{80, SMTP) and the other
equally) low-probability outcomes. Finally, information en-
opy illustrates that, in this example, knowledge of the port
informs much more about the protocol than knowledge of the
protocol does about the port:

(1122 HTTP) and(20,FTP) but pppric Clearly discriminates H(portprtcl) = 1.62949
between these two cases, for it exhibits a much more bne- H(prtclpor) = 0.143531
grained range of probability values. H(portprtc) = 0.550495

Pointwise mutual information combines the results of



